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Abstract. It is evident that most new computing platforms are becoming more
and more complex encapsulating multiple cores and reconfigurable elements.
This offers the designers a multitude of resources. It is their responsibility to
exploit the available resources in such a way to efficiently implement their ap-
plications. Furthermore, the complexity of the applications that run on such plat-
forms is increasing as well. Applications running on such platforms need to cope
with dynamic events and have their resource requirements vary during the execu-
tion time. In order to cope with this dynamism applications rely in the usage of
dynamic data. Applications use containers such as dynamic data types in order
to store and retrieve these dynamic data. In this work a set of methodologies that
is able to optimize the containers holding the dynamic data and efficiently assign
them on the available memory resources is presented. The proposed approach is
evaluated in a scheduler for an IEEE802.16-based broadband wireless telecom
system and a 3D game application, achieving reductions in the memory energy
consumption of 32% and 51% respectively.

1 Introduction

Modern computing platforms are becoming more and more complex encapsulating
multiple cores and reconfigurable elements. This makes the design, implementation
and mapping of applications into them a challenging task. It is the responsibility of the
designers to cope with increased complexity, shorten the design productivity gap, de-
cide which parts of the applications will be in software, which parts will be executed
in reconfigurable units and exploit the RTOS services and the multitude of hardware
resources offered [1].

Additionally, the complexity of the applications running on such systems is increas-
ing, together with the dynamism of such applications. There are many factors that con-
tribute to the dynamism of modern telecom and network applications. As far as these
applications are concerned, the varying size and timing of the packets, that run the net-
work, create an unknown set of requests in data storage and data access. Until recently
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the problem of storing and transferring data to the physical memories was limited to
the management of stack and global data statically allocated at design time [2]. Nowa-
days, increased user control and interaction with the environment have increased the
unpredictability of the data management needs of each software application. Moreover,
in the future this unpredictability will increase due to the ever-increasing functionality
and complexity of telecom systems. This is a turning point for the data management of
these applications since the optimal allocation and de-allocation of dynamic data needs
to be performed at run-time (through the usage of heap data in addition to stack and
global data) [3].

Dynamically allocated data structures, such as linked lists, which are present in tele-
com and multimedia applications, allocate and access their stored elements in quantities
and at time intervals, which can not be known at design-time and become manifest only
at run-time. In modern dynamic applications, data are stored in entities called data struc-
tures, dynamic data types (DDTs from now on) or simply containers, like arrays, lists or
trees, which can adapt dynamically to the amount of memory used by each application.
These containers are realized at the software architecture level and are responsible for
keeping and organizing the data in the memory and also servicing the applications re-
quests at run-time. Therefore, a systematic exploration is needed, helping the designer
to select the optimal data structure implementation for each application. The cost factors
that are taken under consideration are the number of memory accesses and the required
memory footprint needed by the applications.

In order to optimize the usage of dynamic memory, the designer must choose an
efficient implementation for each existing DDT in the application from a design space
of possible implementations [4,5] (examples are dynamic arrays, linked lists, etc.). Ac-
cording to the specific constraints of typical embedded system design metrics, such as
performance, memory footprint and energy consumption, the designer should explore
the DDT design space and then to choose the DDT implementation that performs the
best and does not violate the system constraints. This task is typically performed using a
pseudo-exhaustive evaluation of the design space of DDT implementations (i.e., multi-
ple executions) for the application to attain the Pareto front, which would try to cover all
the optimal implementation points for the aforementioned required design metrics [6].
The construction of this Pareto front is a very time-consuming process, sometimes even
unaffordable without proper DDT optimization and exploration methods.

Another equally important aspect of the implementation phase involves the assign-
ment of the application data, both static and dynamic. It is the responsibility of the
designer to derive an efficient data assignment on the available resources of the com-
puting platform. In the context of this work the assignment problem is formulated as a
knapsack one. Modern platforms offer scratchpad memories apart from caches. These
memories are directly addressable and the designer has the full responsibility on plac-
ing and removing data from there. Usually scratchpad memories are used to store static
data. In this paper a more holistic approach is taken, in contrast to previous works, con-
sidering the placement of dynamic data into such memories. This can be achieved by
the explicit placement of dynamic memory pools in the address space of the scratch-
pad memory. We formulate such a problem as a multi-objective knapsack problem. In



order to evaluate the proposed approach we use a scheduler for an IEEE802.16-based
broadband wireless telecom system and 3D game.

The rest of the paper is organized as follows. An overview of the related work is pre-
sented in Section 2. The methodologies for dynamic data type optimization and memory
assignment are presented in Section 3. The evaluation of the proposed methodologies
is presented in Section 4 and finally the conclusions are drawn in Section 5.

2 Related Work

Regarding DDT optimization, in general-purpose software and algorithms design [4,5],
primitive data structures are commonly implemented as mapping tables. They are used
to achieve software implementations with high performance or with low memory foot-
print. Additionally, the Standard Template C++ Library (STL) provides many basic data
structures to help designers to develop new algorithms without being worried about
complex DDT implementation issues. These libraries usually provide interfaces to sim-
ple DDT implementations and the construction of complex ones is a responsibility of
the developer. A previous approach in DDT optimization was presented in [7], where
a systematic methodology for generating performance-energy trade-offs by implement-
ing dynamic data types, targeting network applications was proposed. The library of
DDTs used in that work had several limitations that the authors of [8] addressed and
overcame.

An important aspect of assigning data on computing systems is how to perform the
partitioning of the data (decide which data structure goes where, evaluate possible trade-
offs etc.) [9]. Ideally, data should be allocated so that simultaneous accesses are possible
without having to resort to duplicating data. In [10] a dynamic method is proposed for
allocating portions of the heap to the scratchpad memory. These portions are called
“bins” and are moved between the main memory and the scratchpad, when the data
they hold is known not to be accessed in the running phase of the application. For each
dynamic data type, a bin is created and only the first instances of it will reside into
the bin (and so into the scratchpad), while the rest will be kept into a different pool
permanently mapped into the main memory. It is important to place the most frequently
accessed data in the closest memories to the processor.

Most of the previous approaches focus on the problem of mapping static data (stack
and global variables). This is highlighted in [11–14] where various techniques are pre-
sented that map static structures into scratchpad memories. Moreover, [15,16] are good
overviews of the available techniques to improve memory footprint and decrease en-
ergy consumption in statically allocated data. However, all these approaches focus only
at optimizations of global and stack data, which are allocated at compile-time. In this
work, we propose optimizations of heap data, which are allocated at run-time. Further-
more, we combine the data assignment step with a first step that is able to optimize
the dynamic data type implementations. The aforementioned approaches are compati-
ble with the proposed one and can be combined in order to optimize data of embedded
applications, which are allocated both at compile-time and at run-time.



3 Methodology Overview

The overview of the methodology is presented in Figure 1. The application source code
is instrumented (insertion of profiling directives and interface to the DDT Library) keep-
ing the functionality intact.

All DDTs are replaced by customized
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Fig. 1. Methodology Overview

implementations that incorporate a pro-
filing library to log all accesses made within
the DDT mechanisms. This insertion is
manually executed but a well-defined in-
terface (STL compliant) alleviates the ef-
fort of the designer. This is the only man-
ual step of this flow. Afterwards, using
typical inputs a platform independent ex-
ploration based on the aforementioned cost
factors can be performed. In particular,
the log file is analyzed by two different
modules targeting the optimization of the
DDT implementations and the assignment
of the memory accesses to suitable mem-
ory pools. The exploration phase is fully

automated. Finally the results are integrated into the now optimized application.

3.1 Dynamic Data Type Optimization

Choosing an improper DDT implementation can deteriorate the performance of the
dynamic memory subsystem of the computing system. On the one hand, inefficient data
access and storage operations cause performance issues, due to the added computational
overhead of the internal DDT mechanisms. On the other hand, each access of the DDTs
to the physical memory (where the data is stored) consumes energy and unnecessary
accesses can comprise a very significant portion of the overall power of the system.

A dynamic application consists of various functions and concurrent tasks. Each
function (or task) accesses and processes its own set of data in different ways and pat-
terns, leading to a complex overall dynamic behaviour. Each set of data is assigned to
specific DDT. The final decision about the optimal combination of the different DDTs
that should be implemented in the application is influenced of this complex algorithmic-
based dynamic behaviour. Therefore, no general, domain-specific, optimal solution ex-
ists but only custom, application-specific ones. Thus, the decision should be in accor-
dance to both the application’s algorithmic-based dynamic behaviour and the dynamic
behaviour influenced by the network configuration. Finally, the system design restric-
tions also have to be met. This decision requires a very complex exploration task.

A modified version of the DDT Library [8] has been used to implement variations
of the dynamic data structures used in the test cases. Differentiated by their access pat-
tern, two types of DDTs, namely a queue and an unsorted linked list, are used in the
applications under test. A queue can be implemented either as an array (QAR), or as a



singly linked list (QLL); while a linked list in general can have countless implementa-
tion variations. Using the componentized architecture of the DDT Library the designer
can easily set up nine implementations of a linked list that can be regarded as the most
representative ones (see Table 1).

The exploration phase ofDDT Implementations Description
AR a simple dynamic array modeling the STL Vector DDT
SLL a singly linked list
DLL a doubly linked list
SLLO a singly linked list with roving pointer
DLLO a doubly linked list with roving pointer
SLL(AR) a singly linked list of arrays
DLL(AR) a doubly linked list of arrays
SLL(ARO) a singly linked list of arrays with roving pointer
DLL(ARO) a doubly linked list of arrays with roving pointer

Table 1. Implementations used in the exploration

the dynamic data type op-
timization module involves
testing each different DDT
implementation and logging
related accesses and mem-
ory footprint. For each DDT,
all available implementations
are separately tested. In the

end, the implementations that perform best are chosen for each DDT (forming a Pareto
solution space). The final combination of implementations for all DDTs is simulated
and tested against the original implementations to calculate improvements (see Sec-
tion 4).

3.2 Dynamic Data Type Assignment

The step that follows the optimization of the DDTs is the data assignment one. In this
step the decision on where the data should be placed is taken. The DDTs that were
optimized in the previous step serve as a container for the dynamic data handled by the
application. So the number of accesses and requested footprint is the one corresponding
to these DDT implementations. At this stage the results from the profiling performed
at the DDTs of the applications allow the ranking of these data types, according to
their size, number of accesses, access pattern, allocation/de-allocation pattern and life-
time, for each cost function relevant to the system. These DDTs are placed into pools
which in turn are managed by the system’s memory allocators. The main focus is on
the internal (on-chip/scratchpad) memory, but data can be allocated, according to the
configuration of the memory manager, to the main memory as well (off-chip memory,
usually SDRAM). The data assignment provides guidelines about which pools reside
in which level of the memory hierarchy.

Taking into consideration all these criteria the assignment problem is modelled as
a multi-choice knapsack problem. In order the problem to be solved the knapsack al-
gorithm is fed with the list of data types and with the characteristics of the memory
hierarchy (levels of hierarchy, number of modules etc). The solution of this problem is
the assignment decisions need to be taken by the system, organizing the data types into
pools.

One last important issue remains whether it is convenient or not to split pools across
several memory modules. If pools are split over different memory modules, then the
assignment problem becomes equivalent to the fractional multiple knap-sack problem
and can be solved with a greedy algorithm in polynomial time. The problem with this
approach is that it is not possible to know a priori the access pattern to each of the parts
of the pools, so it is not easy to quantify the overall impact on cost of the assignment
decisions. On the contrary, if pools are not split, the assignment problem is a binary (0/1)



multiple knap-sack problem. This problem is much harder to solve as no polynomial-
time algorithm can be employed to solve it [17]. Therefore, it is important to keep the
size of the input as small as possible. Also, if a problem can be modelled as a fractional
knap-sack one, then a better solution can usually be found with this method. However,
as pools are not spread over different memory resources at all, it is much easier to
quantify the number of accesses that are mapped into the corresponding one.

If pools cannot be split over different memory resources then we define an assign-
ment function f(i, j) that for a given pool Pi and memory resource Mj returns 1 if and
only if Pi should be contained into Mj . Then it is possible to formalize the assignment
process as a binary multiple knapsack problem. Cj is the cost of the memory module
Mj (it can be energy per access, cycles per access etc.), Ai and Sizei are the number
of accesses and the size the pool Pi respectively, whereas Si is the size of the memory
module Mj . The target that must be minimized can be characterized according to the
following formula:

min
( n∑

i=1

m∑
j=1

f(i, j)× Cj ×Ai

)
(1)

The solution must comply with the two following constraints:

1. The total size of all the pools assigned to a given memory resource cannot exceed
its capacity ( n∑

i=1

f(i, j)× Sizei

)
≤ Sj , j = 1...m (2)

2. Each pool is assigned exactly once to a memory resource

m∑
j=1

f(i, j) = 1, i = 1...n (3)

4 Experimental Results

The first application used to evaluate the proposed methodologies is the scheduler of an
IEEE802.16-based system terminal and is responsible for establishing connections and
then servicing them by inserting and removing cells while supporting interrupts in the
scheduling procedure. The number of connections can reach up to 16. Furthermore, the
requirements for each connection can be different since several bitrates are supported
as well as Quality-of-Service requirements. The designer can set up connections with
the desired characteristics and then employ a simulator to check their performance. The
application provides detailed information about the current situation of the network for
each scheduling cycle. So we can monitor the cell delay, the length of the queues, etc. In
this application two are the dynamic data types of interest and these ones are handling
data regarding the list of connections and the queues of traffic cells. The connections
are being hold in a list, while the traffic cells are being placed in queues. Even though
the number of DDT basic building blocks is limited, developers tend to write custom
DDTs for each application. Therefore, the number of alternatives is limited to the devel-
oper’s skill and the available time to implement each one of them. Ten different DDT



implementations were developed and used in the exploration and final refinement. In
general the factors that influence the overall performance of the memory system are the
amount of memory accesses, the optional auxiliary mechanisms to access the data (e.g.,
pointers, roving pointers) and the access pattern based on the implemented algorithm
and its configuration.

In Figure 2 the exploration results are depicted when the queue is implemented as
an array (QAR) and when the queue is implemented as linked list (QLL). For the queue
we evaluate two implementations and for the list we evaluate the 9 implementations
presented in Table 1. In both figures the values for the requested memory footprint and
data accesses are normalized to the values of the list data type implemented as array
(that is the list holding the connection is implemented as an array). As we can see in
both figures the DDTs implemented as linked list exhibit the best behaviour in terms
of data accesses and memory footprint. Compared to the performance of the array the
single linked list (SLL) implementations exhibit 5% reduced data accesses and using a
memory model from MICRON we can see the same implementation can achieve a 6%
improvement on energy consumption. Having as goal the combined reduction in data
accesses and memory footprint, the SLL implementation is the designers choice.

 

Fig. 2. Comparison of the performance of various implementations for two DDTs

The next step in the flow is the assignment of the dynamic data. The information
needed to perform this step is: a) the size of the dynamic data type; the numbers of
objects alive during the execution, and c) the number of reads and writes to these data.
A tool has been developed to process the profiling information and produce a report of
the behaviour of the data types. The elements that reside in the connection list and in the
queue of traffic cells are of certain size that is not changing during the execution time.
The designer chooses the creation of pools that are capable of handling requests of a
specific, predefined size. So the size of each allocation is fixed at the moment the pool
is created. The big advantage of using such a pool is the lack of fragmentation, which is
a significant degrading factor in the dynamic memory management. Assuming that the
system has a 4kB scratchpad and an SDRAM memory we conclude that not all dynamic
data can fit into the scratchpad memory, since we have to reserve the space for some
scalar variables and static data structures that are more frequently accessed. In this work
it was chosen to profile not only the dynamic data types but the static data structures



contributing to the resource usage of the application. These structures hold information
about the scheduling, the contention, the QoS, etc. Using the extracted information
the problem is formulated as a knapsack one and solved using an ILP approach. The
outcome of this step provides to the designer a list of static data structures and pools,
which can be accommodated into the scratchpad memory and the DRAM.

The case when all the dynamic data are allocated in the SDRAM (solution1) is
used as a baseline. As a second solution we place explicitly at the scratchpad memory
only the pool that can fit there (the only holding the connections) (solution2). The final
solution (solution3) is the one proposed by the mapping algorithm placing dynamic and
static data at the scratchpad memory. The reduction in the cycles consumed to access
the data is shown in Figure 3.

We can see that even a sim-

 

Fig. 3. Memory system cycles reduction

ple pool allocation at the scratch-
pad memory can achieve gains
of 2% on average. The more elab-
orate solution proposed by the
methodology achieves a reduc-
tion of 32% on average. Using
an energy model from MICRON
the improvements in term of en-
ergy consumption in the mem-
ory subsystem can be calculated.
These results are depicted in Fig-

ure 4. We can see that the pool assignment in the scratchpad memory can provide us
with a 3% reduction in energy consumption and when we test the combined approach
we reach a 30% reduction (on average).

The second application em-

 

Fig. 4. Reduction of the energy consumption in the
memory system

ployed to evaluate the proposed
approach is from the multime-
dia domain. It is a 3D game called
Vdrift [18]. Vdrift is an open source
racing simulator that uses STL
Vector to handle its dynamic be-
haviour. The application uses very
realistic physics to simulate the
car’s behaviour and also includes
a full 3D environment for inter-
action. Vdrift uses 37 dynamic
DDTs to hold its dynamic data
that are all sequences. The ob-
jects put inside the containers vary

from wheel objects to float numbers required by the game’s physics. During the game,
some containers get accessed sequentially, while others exhibit a random access pat-
tern. This means that the applications requests regard objects, which are not successive
in the list structure, increasing the complexity of the access pattern. All DDTs were



originally implemented using the STL Vector data structure. Vector is a dynamic array,
offering fast random access, but also requiring large amounts of memory. The alter-
native to vector is a list. Using our framework, we explored the behaviour of Vdrift’s
DDTs testing 9 different implementations as presented in table 1. Vdrift utilizes vari-
ous access patterns from sequential access of a container to pure random access pattern.
Each container can have a different dominant access pattern, a property that renders it
difficult for the designers to choose the right data structure for it. The solution usually
followed is the implementation of all the DDTs using a single implementation, like the
STL vector. However, as it is shown in Figure 5, choosing different implementations for
each container individually can have a major positive impact on the number of memory
accesses needed (which is also linked to performance) and the total memory footprint.
The proposed solution is a combination of different implementations for each DDT.

In Figure 5 the proposed so-
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Fig. 5. Reduction in memory accesses and memory
footprint comparing to the original implementation

lution is compared to the orig-
inal implementation (an exact model
of vector), as well as a singly
linked list, as this would be a
decent choice for keeping the mem-
ory footprint in low levels. A 15%
reduction in memory accesses and
69% reduction in memory foot-
print can be achieved compared
to the original application. If all
DDTs were implemented as singly
linked lists instead of vectors, we
could achieve even further reduc-

tion in memory footprint, but with a significant loss in performance. Our proposed com-
bination of DDT implementations is 42% lower in memory accesses than the singly
linked list implementation. For this case study the solution of the assignment problem
is compared to the baseline solution (all heap data to be allocated at the SDRAM mem-
ory of the system). Out of the 37 DDTs 7 are to be placed in the scratchpad memory.
This assignment manages to reduce the energy consumption to the memory subsystem
by 51% and the mean latency per access by 50%.

5 Conclusions

It is evident that most new computing platforms are becoming more and more complex
encapsulating multiple cores and reconfigurable elements. This offers the designers a
multitude of resources. But not only is the complexity of the platform increasing. The
same happens with the applications as they need to cope with dynamic events and have
their resource requirements vary during the execution time. In order to cope with this
dynamism applications rely in the usage of dynamic data. In this work an exploration
framework and methodology is presented that searches the available design space of
dynamic data type implementations and offers the designer a number of solutions and
the potential trade-offs among them. Furthermore, decisions are taken on placing these



DDTs on the available on-chip memory resoures. The proposed approach has been eval-
uated using two applications. The first one is the scheduler part of an IEEE 802.16-based
terminal broadband telecom system, achieving reduction of the energy consumption of
32%, whereas the second application is a 3D game, achieving reduction of the energy
consumption of 51%.
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17. Khuri, S., Bäck, T., Heitkötter, J.: The zero/one multiple knapsack problem and genetic
algorithms. In: Proc. of SAC, ACM (1994) 188–193

18. : Vdrift, http://vdrift.net/


